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Red Team
access to the internal network

target the hypervisors

recent vulnerabilities affect vCenter
CVE-2026-59309 (authentication bypass)

CVE-2026-59310 (RCE as root)
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Hypervisors
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You gain access to the hypervisor
you are happy

you want to retrieve the secrets of a domain controller

you decide to download the virtual machine's disk
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Post-exploitation
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Post-exploitation
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Downloading the disk contents will take ages
multiple disks may be present and there is no way of knowing which one holds the
interesting secrets

You do not have a NAS to store the contents
Bandwidth monitoring can lead to a detection
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Problem
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Exfiltration virtual machine
clone the virtual machine to free the read lock

create a virtual machine
with the cloned disk attached

with a small disk for exfiltration (a few gigabytes)

copy the desired files onto the small disk

download the small disk

downside: tedious and time-consuming
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State of the art
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Drop a binary on the hypervisor
drop a binary (e.g. VMkatz) that will read the disk and extract the desired secrets

pre-requisite: gain shell access on the hypervisor

downside: not versatile
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State of the art
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A disk is composed of partitions
MBR / GPT

These partitions hold file systems
ext4, NTFS

These file systems hold files
on NTFS, Master File Table
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What is a disk
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Find a way to read disks at a certain offset / size
not possible through the standard UI

Read and parse the file system to retrieve only the files we are interested in

■

■

■

Proposed solution
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vSphere hypervisors expose an endpoint to download files■

Partial downloads
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vSphere hypervisors expose an endpoint to download files■

Partial downloads
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Complete directory listing of all datastores■

Partial downloads
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Supports the Range header
e.g. I want to download the first 100 bytes of the disk

$ curl -kv -H 'Range: bytes=0-99' [...] \
  'https://vcenter.lab.local/folder/DC01/DC01-flat.vmdk?dcPath=Datacenter&dsName=main-datastore' | xxd
[...]
 
< HTTP/2 206
< accept-ranges: bytes
< content-range: bytes 0-99/26843545600
< content-length: 100
[...]
 
00000000: 33c0 8ed0 bc00 7c8e c08e d8be 007c bf00  3.....|......|..
00000010: 06b9 0002 fcf3 a450 681c 06cb fbb9 0400  .......Ph.......
00000020: bdbe 0780 7e00 007c 0b0f 850e 0183 c510  ....~..|........
00000030: e2f1 cd18 8856 0055 c646 1105 c646 1000  .....V.U.F...F..
00000040: b441 bbaa 55cd 135d 720f 81fb 55aa 7509  .A..U..]r...U.u.
00000050: f7c1 0100 7403 fe46 1066 6080 7e10 0074  ....t..F.f`.~..t
00000060: 2666 6800                                &fh.
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Partial downloads
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Partial read primitive found
How do we parse file systems painlessly?

multiple existing tools can parse and read many file formats
qemu-nbd / mount

guestmount

VMkatz
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Parsing and reading disks
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FUSE (Filesystem in UserSpacE)
software interface that lets you create file systems as a low-privileged user

e.g. sshfs, guestmount

We can create a FUSE driver
kernel calls read() → we make an HTTP request with the Range header

kernel calls readdir() or getattr() → we make an HTTP request to the directory
listing
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Parsing and reading disks
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Demo
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Terrible performance
90 seconds with 2600 NTDS entries, longer depending on network latency / bandwidth

Still better than downloading the disk
2 hours and 20 minutes (25GB at 3MB/s)

Can we improve its performance?
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Performance
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Disk access over time
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Read size distribution
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Maximum read size: 128KB
limit defined in the FUSE module of the Linux kernel

no one wants to recompile that

HTTP requests are expensive (in time)
latency

sending the request

waiting for the server to process the request (constant)

receiving the response

Reading 20MB of contiguous data will make 160 HTTP requests
Data is often contiguous
Conclusion: to maximize throughput, we must make less HTTP requests
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Simple readahead logic
we divide the disk in chunks of 2MB

if the kernel wants to read bytes from that chunk, we download it and put it in a cache

any subsequent reads in the chunk are retrieved from the cache

Time divided by 3
30 seconds with 2600 NTDS entries in the lab
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Performance
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Disk access over time
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ESX 3.5 or later (should be 100% of the time)
Datastore browser enabled by default

Sufficient rights on the vCenter / ESX
clone virtual machines (for live machines)

access the datastore browser
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Pre-requisites

T-REX 2026 23



Extensible
Artifactory example

Everything is logged

https://github.com/synacktiv/fusetea/
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Fusetea
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https://www.linkedin.com/company/synacktiv

https://twitter.com/synacktiv

https://synacktiv.com

Un incident ? Contactez csirt@synacktiv.com.
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